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7

A Unified View on the Online

and Offline Approach

In the previous chapters, we presented several online and o�ine approaches to
solve the ambulance relocation problem. We did numerous experiments regarding
di�erent characteristics to analyze the proposed methods. This short chapter
is concerned with the presentation of a uni�ed view on the online and o�ine
approach. To that end, we perform several experiments to compare representants
of both the online and o�ine methods proposed in this thesis. That is, we simulate
an online method and an o�ine method on the same setting and the same traces,
for both EMS regions described in Section 3.4.1 and Section 3.4.2. We test the
chosen representants on four di�erent penalty functions considered throughout this
thesis.

7.1 Introduction

In this thesis we made a separation between the online and o�ine approach to
solving the ambulance relocation problem, in which we may proactively relocate
ambulances to ensure a fast response to each emergency request. The main dif-
ference between both approaches is the way in which the computational work is
done. Online methods, usually heuristics, base their decisions on a detailed state
description of the system. Due to the large number of states, it is impossible to
compute a relocation decision for each state beforehand. Therefore, the compu-
tations are done in an online fashion: a relocation decision, based on the current
state of the EMS system, is computed from scratch when a decision moment oc-
curs. In contrast, in the o�ine approach most computational work is done in
advance. As the system is usually described by a less detailed state description,
the state space is much smaller (although sophisticated techniques like ADP can
handle large state spaces in an o�ine setting as well (Maxwell et al., 2010; Schmid,
2012). This allows for the computation of ambulance location plans for each state
a priori. When a decision moment occurs, the corresponding location plan is ap-
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plied, possibly preceeded or proceeded by a fast computation concerning the actual
relocation decision.

In this chapter, we perform such a comparison between online and o�ine poli-
cies. This chapter shows similarities with all previous chapters in the sense that
we use methods, insights and setups considered before. We use the insight of
Chapter 3 that the restriction of two on the number of ambulances used in a
chain relocation is a good choice. Moreover, Chapter 4 and Chapter 5 present
the representant of the online and o�ine approach, respectively. Additionally, the
determination of the busy fraction is done in a similar way as in Chapter 6. We
also simulate the system according to insights obtained in this chapter. That is,
we estimate the on-scene treatment time and the hospital time by means of a GEV
distribution (see Section 6.4.4). However, unlike Chapter 6, we consider one type
of unit. In the next section, we explain the chosen representants in more detail.

7.2 Methods

To perform the comparison between online and o�ine approaches, we have se-
lected two relocation methods developed in this thesis that we regard as highly
promising in their respective �elds, underlined by insights obtained in the research
that led to the previous chapters. These two methods serve as representant for
their approach. Note that we cannot speak about `the' methods as we can make
many choices regarding the actual implementation of the representants, for in-
stance, choices on the allowance of chain relocations, on the relocation time (see
Section 4.4.6) or relocation thresholds (Section 5.4.3), or on the objective crite-
rion (penalty function). In that sense, the representants cover actually a range of
several methods. We continue with the explanation of the selected representants.
Moreover, we describe which implementations we have picked for both the online
and o�ine representant in our comparison. The representants and implementa-
tions are chosen in such a way that the expected results in both patient and crew
based performance are similar, and hence, comparable in a fair way.

7.2.1 Online Representant

We choose the amalgamation of the DMEXCLP method and the penalty heuristic
as representant for the online approach (see Chapter 4). This method is �exible
in the sense that di�erent penalty functions can be implemented easily. Moreover,
simulation of this representant shows good results, as indicated by Table 4.10. We
have chosen the following implementation:

• Decisions are made at each change in unit availability, i.e., just after the
dispatch of an ambulance and when an ambulance becomes available.

• We do not take into account ambulances currently involved in the drop-o� of
a patient at a hospital. After all, the way in which we modelled this aspect
did not lead to better performance, even not in a regime in which we have
perfect information concerning the transfer times (see Table 4.4).
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• Chain relocations may be carried out. However, the maximum number of
vehicles participating in an ambulance motion is two, following the insight
obtained in Chapter 3.

• We do not impose relocation time bounds: each ambulance can be relocated
to each base station, without being restricted by maximum trip lengths.

• We implement four di�erent objective criteria: maximization of coverage,
minimization of the average response time, minimization of the penalty in-
duced by the compromise between coverage and response time, and maxi-
mization of the expected number of survivors. The corresponding penalty
function are described by

Φ1(t) = 1{t>T}, (7.1)

Φ2(t) = t, (7.2)

Φ3(t) =

{
1

β(1+e−α(t−T ))
0 ≤ t ≤ T,

β−1
β + 1

β(1+e−α(t−T ))
t > T,

(7.3)

Φ4(t) = 1− (1 + e0.679+0.0044t)−1, (7.4)

where we set α = 0.008, β = 5, and T = 720. Note that Φ4(t) represents the
survival function of De Maio et al. (2003), in a mortality setting. Functions
Φ3(t) and Φ4(t) are displayed in Figure 3.5 and Figure 5.1, respectively.

7.2.2 O�ine Representant

For the o�ine representant we choose the compliance tables as computed by the
AMEXPREP discussed in Section 5.2.5. Using a compliance table implicitly en-
sures that decisions are taken at the same moments as described above. We also
use the same chain relocation policy. Additionally, we consider nested compliance
tables to ensure a similar crew workload with respect to the online representant.
After all, using such a regime, only one ambulance motion may be performed in
both the online and o�ine representant. Hence, the patient based performance
can be compared fairly in this way.

We adjust the computation of the nested AMEXPREP compliance tables on
one point, with respect to the description in Chapter 5: we compute the probability
of being in a situation with a certain number of ambulances by means of a multi-
server queue, as done by Larson (1975). That is, we compute these steady-state
probabilities by Equations (6.1), (6.4) and (6.5) as an alternative to the binomial
distribution of Equation (5.1), since we think that using the queueing model is a
more realistic approach to re�ect practice.

7.3 Numerical Results

In this section, we perform various simulations to compare the representants of
the online and o�ine approach. We describe our experimental setup, show some
results and conclude this section with a discussion on these results.
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(a) (b)

Figure 7.1: EMS region of Flevoland with out of region hospitals.

7.3.1 Experimental Setup

We use both the Flevoland (Section 3.4.1) and the Amsterdam (Section 3.4.2)
EMS region as a test bed for the proposed representants. We apply one small
modi�cation to Flevoland: we add three hospitals to which patients can be trans-
ported outside the region. These are located east of waiting site 3, east of waiting
site 4, and north of waiting site 6 (see Figure 7.1). For a proportion of demand
points, i.e., 4-digit postal codes, one of these hospitals is nearest.

We test the performance on the following criteria:

1. The fraction of incidents responded to within 12 minutes, as well as 95%
con�dence intervals. Actually, the time threshold in the Netherlands is 15
minutes, but we do not simulate dispatch and chute time, which usually
takes approximately 3 minutes.

2. Mean response time.

3. Total number of relocations. An ambulance travelling back to a base station
after a task also counts as relocation.

4. Average relocation time.

5. Expected number of survivors, computed via Equation (7.4).

6. Realized busy fraction. We also compare this quantity with the busy fraction
computed via Equation (7.5).
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Quantity Distribution
Flevoland Amsterdam

Mean Variance Mean Variance

Interarrival times Exponential 1829.9 3.3× 106 327.2 1.1× 105

To hospital Bernoulli 0.87 0.11 0.73 0.20
On scene time hosp. GEV 990.7 2.2× 105 1156.8 2.7× 105

On scene time no hosp. GEV 1539.5 9.5× 105 1514.7 1.1× 106

Hospital time GEV 986.1 3.2× 105 1167.4 3.6× 105

Table 7.1: Overview of the distribution of the sources of randomness in the
simulation, and their means and variances, in seconds and seconds2, respectively.

Unlike Chapters 3�5, we do not simulate the EMS system based on the ac-
tual incident data. Instead, the approach in this chapter is similar to the one in
Chapter 6 in which we estimate the quantities related to the incidents occurred in
2011 in the time interval 7 AM � 6 PM. In line with Section 6.4.4, we assume that
the on-scene treatment time and the hospital transfer time follow a generalized
extreme value distribution. For a graphical representation of this distribution, we
refer to Figure 6.4. Table 7.1 provides an overview of the used distributions and
their means and variances for the sources of randomness in the simulation. We
sample one random trace consisting of 50,000 incidents according to the distribu-
tions displayed in this table. We test the performance of the online and o�ine
representant on this trace in order to cancel out simulation noise.

The busy fraction p is input to both the online and o�ine representant. We
compute it, similar to Chapter 6, through

p =
λ

nµ
. (7.5)

That is, we assume that the service process follows an exponential distribution,
as in an M/M/n-queue. The mean interarrival times are displayed in Table 7.1.
The computation of the service rates require somewhat more work. Note that
the response time is part of the busy time of an ambulance, and hence, is of
in�uence on the busy fraction. However, the response time is again in�uenced by
the ambulance location plan. To avoid this problem, we assume a mean response
time of 300 seconds, inspired by the �ndings in Tables 4.8 and 4.9. This allows
us to compute expected busy times of 2,652 and 2,576 seconds for Flevoland and
Amsterdam, respectively.

Responding to urgent demand requests is not the only duty of ambulances:
carrying out ordered transport (B-calls) is part of their mission as well. As we do
not consider this type of calls, it is not realistic to adopt the same �eet-size as used
in practice. We compute realistic �eet sizes in two ways: we compute the busy
fraction by Equation (7.5) for several values of n (�eet size). Then, we solve the
AMEXCLP problem proposed by Batta et al. (1989) to compute a distribution of
the n ambulances over the base stations and the corresponding objective value,
that is, the expected coverage of the region. One of the �eet sizes we consider
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Objective Location plan

Flevoland 10 units 95.94% (1,1,2,3,4,6,6,7,8,9)
Flevoland 11 units 96.57% (1,1,2,3,3,4,6,6,7,8,9)
Amsterdam 13 units 95.85% (1,2,5,5,5,6,10,10,14,15,16,16,16)
Amsterdam 18 units 99.62% (1,2,5,5,6,9,9,10,10,10,10,14,14,15,16,16,16,16)

Table 7.2: Con�gurations computed by the AMEXCLP.

Performance Indicators Flevoland Amsterdam

10 units 11 units 13 units 18 units

Percentage on time 94.93% 95.48% 83.78% 96.61%
Lower Bound 95%-CI 94.78% 95.34% 82.71% 95.40%
Upper Bound 95%-CI 95.08% 95.63% 84.85% 96.91%
Mean response time 304 s 300 s 476 s 345 s
Number of relocations 50,000 50,000 44,399 49,821
Average relocation time 456 s 454 s 397 s 356 s
Expected no. survivors 7,353 7,763 5,250 6,282
Realized busy fraction 0.1442 0.1310 0.6517 0.4483
Computed busy fraction 0.1450 0.1318 0.6055 0.4373

Table 7.3: Results by simulation of the static policy, as computed by the AMEX-
CLP.

in our simulation is the �rst n for which the objective value of the AMEXCLP
exceeds the 0.95 mark, since in the Netherlands one aims to respond to emergency
requests in 95% of the cases timely. This results in a �eet size for Flevoland of 10
ambulances, and 13 ambulances for Amsterdam. The corresponding ambulance
location plans as well as the objective values of the AMEXCLP are displayed in
Table 7.2.

Moreover, we simulate the static policy according to the AMEXCLP con�gu-
ration for di�erent �eet sizes and we use the �rst �eet size for which the simulated
coverage exceeds 0.95 as second �eet size. This results in a �eet size of 11 and 18
ambulances, respectively. Table 7.3 displays the simulated results. Note that the
number of relocations for Flevoland equals 50,000 (the number of generated inci-
dents) due to the fact that an ambulance travelling back to its home station counts
as relocation. However, the total number of relocations for Amsterdam is smaller
than the total number of incidents, as in some cases an ambulance is inmediately
dispatched to another call upon becoming available. One can compute that for
5,601 resp. 179 emergency requests no ambulance is available at the moment the
call is made.

Table 7.3 shows that the busy fraction computed a priori is a rather accurate
estimation on the actual realized busy fraction, especially for Flevoland. For the
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Function Compliance tables

Flevoland 10 units

Φ1 (7,8,9,6,1,3,2,4,6,1)
Φ2 (2,1,6,4,1,3,8,5,9,2)
Φ3 (1,8,9,6,1,3,2,4,6,7)
Φ4 (1,2,6,4,1,5,2,9,3,8)

Flevoland 11 units

Φ1 (7,8,9,6,1,3,2,4,6,1,3)
Φ2 (2,1,6,4,1,3,8,5,9,6,2)
Φ3 (1,8,6,9,1,3,2,4,6,7,3)
Φ4 (1,2,6,4,5,1,2,9,3,8,6)

Amsterdam 13 units

Φ1 (5,2,6,16,5,16,10,15,1,16,10,14,5)
Φ2 (1,5,16,1,6,2,15,1,10,16,5,12,1)
Φ3 (5,2,6,16,5,16,1,15,10,16,10,14,5)
Φ4 (1,5,1,16,6,2,1,14,10,5,16,3,1)

Amsterdam 18 units

Φ1 (5,16,6,2,15,10,16,10,14,1,16,10,9,5,14,16,5,9)
Φ2 (1,5,16,1,2,6,14,10,16,3,8,17,1,14,12,4,13,5)
Φ3 (5,16,6,2,15,10,1,16,14,10,1,9,16,10,5,14,17,3)
Φ4 (1,5,16,1,2,6,14,10,3,17,8,1,16,13,4,12,5,9)

Table 7.4: Compliance tables computed by the AMEXPREP.

Amsterdam setting with 13 ambulances there is some deviation, probably caused
by the relatively large mean response time due to the large fraction of calls that
are queued. This has an impact on the service rate, and thus, on the busy fraction.
In the setting with 18 ambulances, the mean response time is closer to the value
of 300 seconds estimated beforehand. Hence, the error between computed and
realized busy fraction is smaller than in the setting with 13 ambulances.

7.3.2 Results

Table 7.4 displays the nested compliance tables computed by the AMEXPREP.
These are represented in a similar way as in Equation (5.31): the �rst k entries of
the vectors displayed designate the kth compliance table level. The numbers corre-
spond to the enumeration of the base stations, as displayed in Figures 7.1 and 3.4.
Note that none of the compliance tables in the settings with fewer ambulances
is contained in those with more ambulances, except for Φ1 in Flevoland. This
is due to the di�erence in the computed steady-state probabilities (according to
Equations (6.1), (6.4), and (6.5)), for di�erent settings. Moreover, it appears that
the compliance tables for Φ1 and Φ3 on the one hand and those for Φ2 and Φ4 are
similar (but not the same). As the �rst and the third objective function heavily
rely on the coverage criterion, there is an incentive to position ambulances at base
stations from which many demand points can be reached in a timely manner: for
Flevoland they are usually placed at the base stations between the towns �rst, and
for Amsterdam at the edges of the city. In contrast, the other two penalty func-
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Method Performance Indicators Φ1 Φ2 Φ3 Φ4

Online Percentage on time 96.52% 96.34% 96.52% 94.35%
Lower bound 95%-CI 96.41% 96.21% 96.40% 94.18%
Upper bound 95%-CI 96.64% 96.47% 96.64% 94.53%
Mean response time 292 s 274 s 285 s 281 s
No. relocations 128,396 131,175 136,819 117,037
Average relocation time 826 s 863 s 799 s 781 s
Expected no. survivors 7,500 7,927 7,659 8,007

O�ine Percentage on time 96.52% 96.38% 96.52% 94.35%
Lower bound 95%-CI 96.41% 96.25% 96.40% 94.18%
Upper bound 95%-CI 96.64% 96.52% 96.64% 94.53%
Mean response time 292 s 272 s 284 s 281 s
No. relocations 128,396 124,337 136,457 117,037
Average relocation time 826 s 764 s 798 s 781 s
Expected no. survivors 7,500 7,983 7,670 8,007

Table 7.5: Simulation results of the Flevoland setting with 10 ambulances.

tions, in which the mean response time plays a major role, position ambulances
inside the towns �rst (Flevoland), and for Amsterdam it is important to occupy
the base station in the city center (around base station 1).

In Tables 7.5-7.8 we show the simulated results for the mentioned EMS systems.
Note that we made the underlying assumption that any of the 50,000 patients suf-
fers from a cardiac arrest in the computation of the expected number of survivors.
We omitted the realized busy fractions, as these are very similar to the ones dis-
played in Table 7.3, albeit a little smaller due to the reduced mean response time
in comparison to the static policy.

The results are most remarkable in the sense that the performance for both the
online and o�ine representant is very similar: in none of the considered situation
one approach convincingly outperforms the other. In some settings (Flevoland
with 10 ambulances, �rst and fourth penalty function) even exactly the same
decisions are made at each decision moment. Only the Amsterdam framework with
13 ambulances and Φ2 and Φ4 as penalty function show a substantial di�erence
in the percentage on time criterion between the online and o�ine representant,
in favor of the o�ine policy. However, the di�erence is not signi�cant, as the
con�dence intervals overlap. Additionally, this setting is not a realistic one as the
�eet size is far too limited to reach the 95% threshold. At last, the performance
gain of the o�ine respresentant is associated with a substantial increase in crew
workload, as both the number of relocations and the average relocation time are
larger than for the online approach.

With respect to the crew-based performance indicators, we observe that the
performance of both approaches is similar in general as well. However, an exception
is the setting of Flevoland with a �eet size of 10 and Φ2 as the penalty function
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Method Performance Indicators Φ1 Φ2 Φ3 Φ4

Online Percentage on time 97.06% 96.75% 97.07% 95.73%
Lower bound 95%-CI 96.94% 96.63% 96.94% 95.59%
Upper bound 95%-CI 97.19% 96.89% 97.20% 95.87%
Mean response time 280 s 265 s 276 s 269 s
No. relocations 130,615 130,398 141,976 121,549
Average relocation time 750 s 837 s 725 s 799 s
Expected no. survivors 7,721 8,106 7,813 8,141

O�ine Percentage on time 97.07% 96.77% 97.07% 95.74%
Lower bound 95%-CI 96.94% 96.65% 96.93% 95.59%
Upper bound 95%-CI 97.21% 96.90% 97.20% 95.88%
Mean response time 280 s 265 s 276 s 269 s
No. relocations 131,285 130,050 142,649 121,343
Average relocation time 783 s 838 s 754 s 797 s
Expected no. survivors 7,721 8,106 7,814 8,146

Table 7.6: Simulation results of the Flevoland setting with 11 ambulances.

Method Performance Indicators Φ1 Φ2 Φ3 Φ4

Online Percentage on time 84.59% 83.38% 84.44% 82.56%
Lower bound 95%-CI 83.61% 82.44% 83.50% 81.65%
Upper bound 95%-CI 85.58% 84.32% 85.38% 83.48%
Mean response time 450 s 430 s 446 s 435 s
No. relocations 75,522 73,909 74,903 73,026
Average relocation time 416 s 380 s 411 s 378 s
Expected no. survivors 5,583 6,174 5,718 6,122

O�ine Percentage on time 84.55% 84.62% 84.38% 83.83%
Lower bound 95%-CI 83.59% 83.63% 83.44% 82.92%
Upper bound 95%-CI 85.52% 85.61% 85.31% 84.74%
Mean response time 447 s 422 s 445 s 426 s
No. relocations 75,747 76,589 74,797 77,199
Average relocation time 414 s 390 s 411 s 391 s
Expected no. survivors 5,653 6,264 5,750 6,251

Table 7.7: Simulation results of the Amsterdam setting with 13 ambulances.
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Method Performance Indicators Φ1 Φ2 Φ3 Φ4

Online Percentage on time 98.77% 98.43% 98.78% 98.32%
Lower bound 95%-CI 98.57% 98.23% 98.59% 98.13%
Upper bound 95%-CI 98.96% 98.63% 98.97% 98.51%
Mean response time 278 s 239 s 256 s 238 s
No. relocations 98,486 108,545 102,224 106,368
Average relocation time 455 s 424 s 443 s 422 s
Expected no. survivors 7,530 8,585 8,088 8,625

O�ine Percentage on time 98.73% 98.39% 98.80% 98.29%
Lower bound 95%-CI 98.54% 98.20% 98.61% 98.10%
Upper bound 95%-CI 98.93% 98.57% 98.99% 98.48%
Mean response time 272 s 237 s 254 s 236 s
No. relocations 99,747 106,813 101,927 106,553
Average relocation time 444 s 432 s 437 s 426 s
Expected no. survivors 7,691 8,625 8,139 8,687

Table 7.8: Simulation results of the Amsterdam setting with 18 ambulances.

of consideration: the o�ine policy yields a smaller number of relocations, while
also a decrease in the average location time is achieved, compared to the online
regime. This phenomenon can be explained as follows: if a state transition from
availability level 9 to level 10 occurs, the o�ine policy sends a unit to base station
2 (see Table 7.4). As the majority of ambulances becomes available in either the
hospital in city 1 or the one in city 2, this yields a short relocation time: no
chain relocation is used. However, in the same situation, the online policy favors
base station 6 instead of base station 2. Therefore, it frequently occurs that an
ambulance from either city 1 or city 2 is sent to town 6. To decrease the time
until the system is in compliance, a chain relocation is carried out, which induces
an increase in the total number of relocations compared to the online regime.

One can explain the di�erences in crew based performance for the �rst and
third penalty function on Flevoland with 11 units by a similar reasoning, although
it is the other way around: the online policy performs better than the o�ine
equivalent. This is due to the fact that the compliance table sends an ambulance
to base station 6 when a transition from availability level 8 to level 9 occurs. In
contrast, the online policy sends one to waiting site 9, which is usually closer to
the location at which ambulances become available frequently.

On one performance measure there is a di�erence in both approaches: without
any exception, the o�ine policies perform at least as good as the online equivalents
on the performance measure of expected number of survivors. Although the dif-
ferences for some settings are very minor, we emphasize that one should not think
light-headed about this phenomenon. After all, every saved life counts. In that
sense, the expected number of survivors is perhaps the best theoretical measure
for the evaluation of EMS providers. However, unfortunately, in practice it is very
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hard to quantify the e�ects of the response time on the survival probability of a
patient, as many other factors play a role. For instance, the type of disease, the
speed at which the patient (or a bystander) can make the emergency call, whether
�rst aid is applied by a bystander all have a large e�ect as well.

7.4 Concluding Remarks

In this last chapter, we compared representants of both the online and the o�ine
approach to the ambulance relocation problem. The simulations show very similar
results, both from a patient and a crew perspective. Due to the limited diversity
in performance (at least, for the considered representants), other aspects are im-
portant in the consideration about whether one should implement an online or an
o�ine method, as both approaches have their strenghts and shortcomings.

A bene�t of the o�ine over the online approach is its simplicity, although there
are some exceptions like the mentioned ADP policies. O�ine policies are typically
easy to implement: in case of a compliance table policy, one could print the whole
relocation policy on one piece of paper (or even write it down in one line, see
Table 7.4). There is no need to build a decision support system for implementing
an o�ine policy, although one could do this. In contrast, the implementation of
an online policy requires far more work, as such a system has to be designed.
Moreover, it has to be connected to a computer-aided dispatch system (CAD),
because it needs to know the location and status of each vehicle. Implementation
of such a policy easily can take a couple of months, as reported by Van Buuren et al.
(2016) who implemented the penalty heuristic of Chapter 3 and the DMEXCLP
method explained in Chapter 4 in a real-time decision support system in the
emergency control center of Flevoland.

Additionally, o�ine policies are usually simple to explain to and to use by
dispatchers. Since this kind of policy does not need implementation in a decision
support system, it is probably closer to the way dispatchers are used to work.
Therefore, it might meet less resistance from dispatchers in comparison with on-
line policies. As a consequence, an EMS provider exploring the use of proactive
relocation methods might get an o�ine policy accepted easier than when an online
policy would be introduced.

However, o�ine policies are rather adamant in the sense that a completely new
policy has to be computed if there is just one small abnormality of the system,
e.g., a deviation of the estimated travel times due to a road construction, a tempo-
rary change in expected busy fraction, or a slightly di�erent demand distribution.
From this point of view, online policies are more �exible: one can easily adjust the
parameters in the decision support system. Moreover, due to the online character,
it is relatively easy to incorporate additional features in those policies. This is
perhaps best re�ected in Sections 4.3.3 and 6.3.4: in these sections, bounds on
the relocation time were incorporated, in an online and o�ine fashion, respec-
tively. For the online variant incorporation such bounds bene�t the computation
time. After all, the set of decisions is reduced as some base stations are excluded.
However, the incorporation of relocation bounds in the o�ine approach is much
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harder, as the size of the ILP increases due to the addition of extra variables and
constraints.

Although the adoption of an o�ine policy is a good �rst step in the implemen-
tation of relocation policies in the emergency control center, we believe that in the
end online policies have a large potential to outperform o�ine policies due to the
�exibility to incorporate additional system state characteristics. Simulation is a
highly helpful tool in the evaluation of ambulance relocation policies due the very
complex and stochastic nature of the e�cient planning of ambulances services.


